ITCS 322

Test 1
Correct Answers

Question 1

	Part #
	Correct ans
	Part #
	Correct ans
	Part #
	Correct ans
	Part #
	Correct ans

	1
	D
	8
	D
	15
	B
	22
	B

	2
	D
	9
	B
	16
	A
	23
	B

	3
	A
	10
	A
	17
	B
	24
	B

	4
	B
	11
	D
	18
	B
	25
	B

	5
	C
	12
	B
	19
	D
	
	

	6
	C
	13
	B
	20
	C
	
	

	7
	D
	14
	A
	21
	D
	
	


Question 2

1.

	P1
	P3
	P4
	P5
	P4
	P3
	P1
	P2

	0           
	6
	8
	9
	10
	12
	20
	34


2. B
3. A
4. A

Question 3 (see your notes) some answers are given below (taken from the notes)
1. DMA is a scheme which allows block of data transfer from the device to the memory without the intervention of the CPU. After setting up buffers, pointers, and counters for the I/O device by the CPU, the device controller transfers blocks of data from buffer storage directly to main memory without CPU intervention. Only one interrupt is generated per block, rather than the one interrupt per byte. The OS can only use DMA if the hardware has a DMA controller.
· The basic operation of the CPU is as follows:

· A user program (or OS) requests data transfer

· The OS finds a buffer from a pool of buffers (a buffer is 128 to 4096 bytes long depending on the device type).

· A device driver sets the DMA controller registers to use the appropriate source and destination addresses and transfer length. 

· A command to I/O controller is also issued telling it to read data from the disk to its internal buffer and verify the checksum.

· When the Valid data is in the controller’s buffer, DMA can begin.

· The DMA controller initiates the transfer by issuing a read request over the bus to the disk controller.

· The disk controller writes the data to the memory and sends an acknowledgement to the DMA.

· The DMA increases the memory address to use and decrements the byte count. If the byte count is still greater than 0, the process is repeated.

· When the whole block is transferred, the DMA controller interrupts the CPU to let it know that the transfer is complete.

2.  When the OS or a user process decides to create a new process, it can proceed as follows:

· Assign a new process identifier and add its entry to the primary process table.

· Allocate space for the process (program+data) and user stack. The amount of space required can set to default values depending on the process type. If a user process spawns a new process, the parent process can pass these values to the OS.

· Create process control block.

· Set appropriate linkage to a queue (ready) is set.

· Create other necessary data structures (e.g. to store accounting information).

3. See your notes

4. Each process in the operating system is represented by a process control block (PCB) – also called a task control block.

· Information associated with each process includes:
· Process state – new, ready, running, waiting...

· Process identification information
· Unique process identifier (PID) - indexes (directly or indirectly) into the process table.

· User identifier (UID) - the user who is responsible for the job.

· Identifier of the process that created this process (PPID).

· Program counter – To indicate the next instruction to be executed for this process.

· CPU registers – include index registers, general purpose registers etc. so that the process can be restarted correctly after an interrupt occurs.

· CPU scheduling information – Such as process priority, pointers to scheduling queues etc.

· Memory-management information – Include base and limit register, page tables etc.

· Accounting information – Amount of CPU and real time used, time limits, account number, job or process numbers and so on.

· I/O status information – List of I/O devices allocated to this process, a list of open files etc.

5. The values of all the registers, the value of program counter and flags register makes the process context.

